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Today’s lecture

+ Some concepts from linear algebra

Vectors
~ Dot product
Matrices

[ s sty e ol soduction s

Linear algebra

Linearalgebra i the field of mathematics that studies eectors and matrices.
« A vector s an ordered sequence of numbers

v=(617)

« A matrix s a rectangular arrangement of numbers

A<fd

« Awellda algebra is sok equations
2+ o= 6 - 2 1] W] _[6
X+ e = 17 14X L) =7

Why study linear algebra? Why study linear algebra?
Consider an application counting words n muliple documents
the and_of to_in
document; 121 106 91 8 43 Attention(Q K.V):suflmax( "')v
document; 142 136 86 91 6 Vi
document; 107 94 41 47 33 FFN(x] = max(0,xW) + by JW + by
+ Atyplealneural by operations

You should already be seeing vectors and matrices here

Why study linear algebra?

« Insights from linear algebra are helpful in understanding many NLP methods

+ Inmachine learning, we typically represent input, output, parameters as
vectors or matrices (or tensors)

« It makes notation concise and manageable

oI many

‘matrices explicitly

+ In programming, vector-matrix operations correspond to loops
« “Vectorized” operations may run much faster on GPUs, and on modern CPUs

Vectors
+ Vectors are objects with a magnitude and a
direction
« We represent vectors with an ordered list of
numbers v = (vi, vz, va)

« The number n (the number of elements or
entries of the vector) isits dimension

+ We often call an  dimensional vector as n-vector

+ The vector of  real numbers s said to be in R
(veRm)

+ Typical notation for vectors

el

(v1,v2,v3)

Geometric interpretation of vector: Some special vectors
« The zero vector, 0, is the vector whose all entries are 0
+ Geomerically, vectors are « The vector of all 15,1, i often useful
represented with arrows from the b oA standard unit vectors les below are:
origin in an Euclidean space 4-dimensional standard unit vectors)
+ The endpoint of the vector 17 o] o] [0
= (v1,v2) correspond to the an of 1] [of [ol
Cartesian coordinates defined by of lof [1] [o!
Vi T T AT T o] lo) o] 1

« This help visualizing and
interpreing vector operations in two.
or thrce-dimensional spaces

+ The intuitions often (') generalize to
higher dimensional spaces

« n-dimensional standard unit vectors form the standard bsis for
nedimensional (vector) space
tond

o rd unit vectors of two (and

represented by ] and k
+ In ML they ae rlated toone-t represntaton: we represent categorical
predictors (variables) with n valuesas -dlmenstonal standard it vectors

Multiplying a vector with a scalar

+ Fora vector v = (v, v2) and a scalar

av = (avi,av2)

« multiplying with a scalar ‘scales’ the
vector

« We can use the notation a1 fora
Vector whose all entries are a

Vector addition and subtraction

For vectors v = v1,
v

Jand u = (w1, u2)

1+ u1,v2 +u2)
(1,2)+21)=63)
Cvou=vi(u)

1,2-2 =11

+ Forany vector v, v +0 =v



https://iscl-nlp1.github.io
https://github.com/iscl-nlp1/nlp1-2026/

Properties of vector operations

properties

afu+v) = au+av
(a+blv = av+ by

Linearity and linear functions

* Alnesfnction 1) (s mapping)lows
- flav) = aft) (homogeney)
“ivw ) (additviy)
 combied togter: o b e +bu)
+ A combination of vectors as in

@Y+ v

is called a linear combination (anather vector)

Question: Is f(x) = ax + b linear?

Linear combinations of standard unit vectors Dot (inner) product
« Any n-vector can be written a ° Eopeca= it
Jinear combination of standard unit .
vectors. Example: DO AR oo T
T + Calculate the dot products for the following vectors
T=2[] -3 [0 1 o
= - 0 M [
I T 14 e O 4 B Y R
+ ndimensional standard unit vectors EI T P 4 i I < B o A
forma busis for R o Lo

n-dimensional standard unit vectors
form span the vector space "

« Note that dot product is arger when the vectors are ‘similar”

Prop

erties of dot product

« Commtativity u v
« Distributioity with vector addition w- (v-+v) =w-v-+ 1w
« Associativity with scalar multplication (@) - (bv) = ab(u ).

nota vector, but a scalar

Vector norms

« The rorm of a vector is an indication ofits size (magnitude)
+ The norm of a vector s the distance from its tail to ts tip
« Norms are related to distance measures

P

learning techniques

L2 norm

Euclidean norm, or L2 (or L) norm

Euclidean distance

« Euclidean distance between two

isthe mostcommonly s rorm

e e ’ P

-
3.3) e Y
vl = /v +33 4. vk iy "
 Euclidean disance s a metic
< For cxample, e o ol = I~ 1
L83 VFTE o oy e g mequaliy
eyt

+ L2 norm s the default, we often skip forany v

the subseript [Iv]

L1 norm Lp norm

 Anther norm we willoften

encounte s the L1 norm. ¥ In general Ly norm, i defined as

ol = ol + o 63 Ay
1 Iolp = ([w)
103,3)lh =Bl + =)

L normis et to Manbatan

disane

Wewill nly work with than L1 and L2 norms, but you may alsosee Lo and L,
X lated literature

Cauchy-Schwarz inequality

fuv] < vl

« In words: the product of the norms of two vectors is greater than or equal to
absolute value of their dot product

d tis useful

« Ineq
proofs of many interesting relations
« Equality holds only when two vectors are aligned

Chebyshev’s inequality

Givena vector v =

91,92V ) with K entries with the property | > .

¥} > ka?

« This puts a limit on the number of large (divergent) values in a vector in
terms of its norm.

« A trivial consequence: no entry in a vector can be larger than its norm

tatistics (we will return to

. q.
itlater)




Geometric interpretation of the dot product Dot product with unit vectors

+ The dot product of two vectors gives
the (orthogonal) projection of one of u w I w i3
the vectors to the line defined by the
other

wv=1 Wv=07  ww=0 wwv=-07 wwv=-1

+ Itis the ‘component (or amount) of
v pointing in the direction of u”

« Is it really symmetric, then?
« The dot product is larger if the vectors point to the similar directions

« The dot product is 0 if the vectors are orthogonal

Cosine similarity Matrices
+ The cosine of the angle between two
vectors an @z g o
vou @1 @y ws . am
cond = Y -
Tl Tl A

is calld cosine smilaity
+ Unlike dot prodiuct,the cosine
smilaity is not sensitive to the
magnitudes of the vectors

cosine similarity is bounded in
range (1,1

+ We can think of matrices as collection of row or column vectors.

+ A matrix with 1 rows and m columns is in B

. linear algeby 2:D objects

« A tensor can be thought of a generalization of vectors and matrices to multiple
dimensions

Multiplying a matrix with a scalar Matrix addition and subtraction
dded to acted from)
Similar to vectors, each element is multiplied by the scalar S N
vath T2

z[z 1]7[“2 Zx\]7[4 z]

14T [2x1 2xa| T2 8 o
+ Matrix addition and subtraction are defined on matrices of the same
dimensions

Transpose of a matrix Some special matrices
dentity matrx
I:f;;zrl\jﬁ:!r::xnx . mn the . whichall et |
e and all other elements are zero i called idntity matriz (1)
5o . o 1o
_le G
e[t w5
« Multiplying a vector and matrix with the identity matrix has no affect
Some special matrice: Some special matrices
Disgonsl matices Upper/lowe riangular mtrices
« Triangular matrices are useful in many applications
« Diagonal toL Al 0s, but « Anupp h Example:
non-zero entries can only be in the main diagonal 00 o
« Exampl: 03 0
30 0 00 b6 8
06000
00 100 « Anlower triangular matrix have all0s above main diagonal. Example:
00 0 10
oo 0 05 10 0
120
5070
Symmetric matrices Matrix-vector multiplication
+ Ann x m matrix can be multiplied with a m-vector to yild a n-vector
o many applicat luding in ML/NLP (e.g., + Bxample
similarity or distance matrices) 210 [ _prorixiioxo
« A symmetric matrix A satisfes ai; = aji, 0 A = A' 1o 1)<y Thixoroxi4rxo] = o
+ Eample o + One view of this operation: each entry in the resulting vector s a dot product
B (of rows of the matrix and the vector)
205 « Another: the result s a linear combination of the columns of the matri (with
N the entries in the vector as coeffcients)
« Symmetric matrices have some interesting propertis (that we will return
later) 2 1 o _[
ox i1 i) +ox [1] = [3]




Matrix multiplication as linear transformation Transformation examples

ekt bil-RI-R]

Transformation examples Matrices transform vectors

sveich along the x axis
« Another simple transformation is to permute (re-arrange) the elements

(rows) of the vector
« For example:

N_p
0001 [u] [u [é?]x[l]:[z]
01 00| [af_|a
001 o * || T [
vooo |l La
Transformation examples Transformations by rectangular matrices
+ Multplying a vector with (compatible) rectangular matrix results n a vector
with different dimensionality
+ Example B® B2
[(mﬂ ,wn] [z 1 n] ? [‘]
n0 cosd « 1] -
o] |3 Lo
b ][] B ERTs
«[]= + Example B
1ol e
oz ol * 1| = |2
T 1
Dot product as matrix multiplication Outer product
in machine learning (and many other disciplines), we treat an n-vector as an . x 1
matix,
Y e LT e T “The outer prodict of two column vectors is defined as
'y wr
For example, u = (2,2) and v = (2,-2),
1 123
2 3=
2 Z]x[}l]:2x2+ZX7 4-4=0 [1] nz3 [1 4 «v]
Note:

- Thisisa 1 x 1 matrix, but matrices and vectors with single entries are often

+ The resultis a matrix
treated as scalars

« The vectors do not have to be have the same dimension
Question: What s the transformation performed by dot product?

Matrix multiplication Matrix multiplication
(demonstaton
an an oan bir biz b
« ifAsan x kmatrix, and Bisa k x m matrix, their product Cisan x m an ax . oax bar ba o ba
‘matrix X
« Elements of C,ci; are defined as ant Gn . Gk bur b . by
o o iy = Qirbyy + @izbs; + - aikbi
« Note: ¢, s the dot product of the i®row of A and the " column of B GI) GB e Gim
n e
Matrix multiplication example Complexity of matrix multiplication
2D 5
1o "o 2
+ How many we perform when multiph nam
matrix witha m x k matrix?
= Wedan « k dot products
~ Each dot product multples m-dimensional vectors
Kmaltpl
* Ingenersl,the compleiy of mtx mulplication s ()
+ Faster algorithms exist (0[n2%!) or even O(n?37))




Properties of matrix multiplication
+ Ass

ciativity

(ABIC = A(BC)

« Distributivity

AB+C
(A+BIC=AC+BC
« Multiplication by identity matrix
IA=AI=A

+ Matrix multiplication is not commutative AB # BA (in general)
« Matrix multiplication and transpose

(AB)T =BTAT

Question

We have three matrices:
« At 10 2matrix
+ Ba2x5 matrix
+ Cia5 ¢ 10 matrix
+ Whatis the dimensionality of ABC
+ Docs it mattr if we perform the multplication as
(AB)C,or
)

Alternative ways to think about matrix multiplication

Ifwe have AB = C,
+ Column vectors of C, ¢; = Ab;

+ Row vectors of €, ] = alB

+ Cisalso the sum of outer product of columns of A and rows of B

c-Yan

Matrix-vector representation of a set of linear equations

The set of linear equations

can be written as:

One can solve
ll ot cover it today).

Inverse of a matrix
st introducton
« Inverse of a square matrix W, when it exists, is denoted W', and defined as
wwwow=T

+ Can you calculate the inverse of the following matrix?
2 0 1_[ 9
o270

« Once we invert the matrix, the solution to Wx Wb

s simply x =
 We'll learn later how to calculate the inverse systematically

Summary & next week

« Vectors, matrices
+ Operations befwween vectors and matrices
+ Dot product

5 of linear equations.

Further reading

« A classic reference book in the field is Strang (2009)

Shifrin and Adams (2011) and Farin and Hansford (2014) are textbooks with
a more practical /graphical orientation.

+ Cherney, Denton, and Waldron (2013) and Beezer (2014) are two textbooks
that are freely available.

« For more alternatives, see
http://uwu . openculture . con/frea-sath-textbooks

« You may also find the MIT video lectures on Introductory linear algebra at
https://wu. youtube. con/playlist71ist=PLASCFSTISCBIEF3ID

Further reading (cont.)

B e o = S ————.
[ ——————
B e S



http://www.openculture.com/free-math-textbooks
https://www.youtube.com/playlist?list=PL49CF3715CB9EF31D
http://linear.ups.edu/
https://www.math.ucdavis.edu/~linear/
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